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Abstract

We describe the theory and implementation in Magma of algorithms to
compute the projective indecomposable KG-modules for finite groups G and
finite fields K. We describe also how they may be used together with dimen-
sion shifting techniques to compute cohomology groups Hn(G,M) for finite
dimensional KG-modules M and n ≥ 3.

1 Introduction

Throughout this paper, A will denote a unital algebra that satisfies both the as-
cending and descending chain conditions. We are principally concerned with the
case when A is the group algebra KG for a finite group G and a finite field K.
All A-modules V will be right A-modules by default, and we denote the associated
representation of A by ρV : A→ GL(V ).

By [5, Chapter I, Lemma 13.1] the indecomposable direct summands of A are
projective as A-modules; they are known as the principal indecomposable or pro-
jective indecomposable A-modules. Furthermore, any finitely generated projective
A-module is isomorphic to a direct sum of projective indecomposables.

Since any finitely generated A-module is isomorphic to a quotient module of a pro-
jective module, a knowledge of the structure of the projective indecomposables is
an essential prerequisite to the general study of A-modules. Furthermore, in the
case A = KG for a finite group G, the projective and injective modules coincide
[5, Chapter I, Theorem 15.5], and so every finite-dimensional KG-module is also
isomorphic to a submodule of a projective module.

The main aim of this paper is to describe the theory and implementation in Magma
of an algorithm to compute the projective indecomposable modules in the case
A = KG, where G is a finite group and K is a finite field. By “computing a module
V ” we mean calculating the action matrices ρV (g) for the elements g in a generating
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set of G. For the groups within the range of the methods described in this paper,
this enables us easily to construct the action matrices for arbitrary group elements
by applying the standard Magma homomorphism machinery to ρV .

A second aim of the paper is to describe a specific application of this algorithm,
namely to the computation of higher dimensional cohomology groups Hn(G, V ) for
KG-modules V , using dimension shifting techniques.

We denote the radical of an arbitrary A-module V by Rad(V ). Let U and L re-
spectively denote sets of representatives of the isomorphism classes of projective
indecomposable A-modules and irreducible A-modules. Then, by [5, Chapter I,
Corollary 13.6], the map V 7→ V/Rad(V ) defines a bijection from U to L.

Our algorithm for computing projective indecomposable modules assumes that rep-
resentatives of the irreducible KG-modules are known. If the characteristic p of the
field K does not divide G then the irreducible modules are all projective already,
so we are only interested in the case when p divides |K|. In our implementation,
we use the Magma command IrreducibleModules to compute them. A separate
paper by the first author describing the algorithm used by IrreducibleModules is
in preparation, but we shall summarise it in Section 2. In the majority of exam-
ples, computing the irreducibles is significantly easier that computing the projective
indecomposables.

The principal step of our algorithm for computing projective indecomposables is, for
a given irreducible KG-module L ∈ L, compute the unique projective indecompos-
able module U ∈ U with U/Rad(U) ∼= L. In many examples, particularly when p
is small, dim(U) is significantly larger than dim(L), and U is correspondingly more
difficult to compute, so for such examples the assumption that L is readily available
is reasonable. As we shall see in the performance statistics, of our implementation,
we can successfully compute difficult examples with p small for groups G up to order
about 107.

We describe our algorithm to compute the projective indecomposables in Section 3.
In Section 4 we present an application to the computation of higher cohomology
groups using projective covers and dimension shifting.

We are grateful to Klaus Lux and Jürgen Müller for helpful conversations and com-
ments on the text.

2 Computing irreducible KG-modules

Let K be a finite field. To simplify the description, we assume here that K is a
splitting field for the group G, although the computations in the general case are no
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more difficult.

We assume that the group G is given as a faithful permutation or matrix represen-
tation. We also assume that we can compute the conjugacy classes of elements [3].
Then the number k of irreducible KG-modules is equal to the number of conjugacy
classes of p-regular elements of G.

The method for constructing the irreducible KG-modules proceeds as follows. Let S
be the list of irreducibles that have been constructed so far. A KG-module N that
contains an irreducible not already in the list S is identified. ThenN is split using the
Meataxe and the new irreducibles added to S. This is the same general approach
taken by Parker and others when constructing particular irreducible modules for
simple groups. However, we have made this process entirely automatic as distinct
from earlier work where intervention was needed at various points (particularly in
regard to choosing a suitable module N).

We begin by describing how to choose the modules N . If T is the regular per-
mutation representation of G, then by a standard result, the permutation module
corresponding to T , defined over the field K, contains every irreducible KG-module
as a constituent. However, except for very small groups it is impractical to split the
regular representation. In general we try to find modules N having the smallest pos-
sible dimension, to reduce the cost of splitting. So, by using the methods described
in [4], for example, we search through the subgroups of G in order of increasing in-
dex looking for permutation modules that contain missing irreducibles. Experience
has shown that most irreducibles are found quite quickly this way. Any missing
modules are found either as constituents of tensor powers of a faithful module or by
extending an irreducible module of a maximal subgroup.

As soon as a suitable module N is found, it is split so as to extract all the new
irreducibles that occur as constituents. The Brauer character of each new irreducible
is then determined and added to a list containing the Brauer characters of the known
irreducibles. Determining whether a prospective module (such as a permutation
module) contains a new irreducible is done entirely using character theory – a module
is only constructed when it is known to yield a new irreducible.

Most of the time is taken in splitting the modules N . An important feature is the
use of automatic condensation [12, 13]. Here we are able to replace the splitting of a
module N by the splitting of a condensed version P of N , which will typically have
dimension around a tenth of that of the original. Here again we use our access to the
subgroup structure of G to locate a suitable condensation subgroup. Condensation
can also be used in the construction of the projective indecomposable modules, as
described later in this paper.

In the case of soluble groups an alternative method is available that does not involve
splitting representations. This method works up a composition series. At each stage
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the irreducibles for the next term of the series are found directly as irreducibles by
applying induction or extension to the irreducibles at the current level. An efficient
implementation of this method is briefly described in H. Brückner’s PhD thesis [2].

A version of this algorithm that does not use extension of irreducibles of maximal
subgroups has been available in Magma for the last five years. In some situations
it has difficulty in constructing a small number of modules, usually having small
dimension, and experiments indicate that we can obtain these quickly by the exten-
sion method. This and other improvements will be included in a new version of the
algorithm due for completion shortly.

3 Computing projective indecomposables

For the remainder of the paper, we let G be a finite group, p a prime number, and K
a (usually finite) field of characteristic p. Let U and L be as defined in Section 1, and
suppose that L = {L1, L2, . . . , Lr} and U = {U1, U2, . . . , Ur} with Ui/Rad(Ui) ∼= Li,
where the Li are known, and we wish to compute the corresponding Ui.

Let cij be the number of times that Lj occurs as a constituent of Ui. Then C = (cij)
is the Cartan matrix of KG. If K is a splitting field for G (or, equivalently, if each Li

is absolutely irreducible), then the matrix C is symmetric by [5, Chapter I, Lemma
16.7].

Let Φi and φi be the Brauer characters (see [5, Chapter IV, Section 2]) of Ui and Li

respectively. From Li and a knowledge of the conjugacy classes ofG (which can easily
be computed for groups within the range of our algorithm), it is straightforward to
compute the φi and evaluate them on group elements. According to the standard
definition, φi is defined only on the p′-elements of G, but it is convenient to define
φi(g) = 0 for all other elements of G, and thereby extend the domain of φi to the
whole of G. The definition of the inner product (φ, ψ) of two Brauer character then
becomes the same as that for two ordinary characters; namely

∑
g∈G φ(g)ψ(g)∗.

By [5, Chapter IV, Lemma 3.7 (iii)], when K is a splitting field for G, C−1 is equal to
the matrix (γij) where γij = (φi, φj), which enables us to compute C. For a general
finite field K, we find a finite extension K ′ of K that is a splitting field for G and
first compute the Cartan matrix C ′ using K ′. Now each irreducible KG-module
Li decomposes as a direct sum of algebraically conjugate irreducible K ′G-modules,
and we can calculate these decompositions. Similarly, each Ui decomposes as a
K ′G-module as the direct sum of the projective indecomposable K ′G-modules that
correspond to the K ′G-irreducible constituents of Li. This makes it straightforward
to compute C from C ′. (But C is no longer necessarily symmetric.)

So we may effectively assume that the composition factors and, in particular, the
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dimensions of the projective indecomposable modules Ui are all known. Since Brauer
characters are additive on module constituents, we also know the Brauer characters
Φi of the Ui.

The classes of the equivalence relation on {L1, . . . , Lr} (or on their characters {φ1, . . . , φr})
defined as the transitive closure of the relation i ∼ j ⇔ cij 6= 0 are the blocks of
the irreducible KG-modules. The principal block is the one containing the trivial
module.

Although they are not required for the computation of the Ui, we note in passing
that it is also not difficult to find the decomposition numbers dij of G, provided
its character table is known, which is again a reasonable assumption for groups
within the range of our algorithm. Let χ1, χ2, . . . , χs be the ordinary characters
of G. Then, for 1 ≤ i ≤ s, 1 ≤ j ≤ r, dij is defined to be the number of times
that φj is a constituent of the Brauer character of the reduction χi of χi modulo
p. So χi =

∑r
j=1 dijφj, and (assuming now that K is a splitting field for G), we

can compute the matrix D = (dij) by solving this system of linear equations for
i = 1, 2, . . . , s. Note that DTD = C by [5, Chapter I, Corollary 17.9].

By [5, Chapter IV, Lemma 3.7 (iii)] (Φi, φj) = δij. Hence if V is a projective KG-
module with Brauer character Φ, then Ui is a summand of V if and only if (Φ, φi) 6= 0.
Our approach will be to construct Ui as a summand of a suitable projective module
V . We shall do this in situations where we can compute Φ without having to
compute V explicitly, so that we can test first whether Ui is a summand of V , and
only compute V if it is.

From now on we let L be some specific Li with Brauer character φ, and U the
corresponding Ui that we wish to construct. We use the following approach to find
suitable candidates for V .

For subgroups H of G, we use Li(H), Ui(H), φi(H), Φi(H), etc. to denote the
corresponding KH-modules and their characters. If H ≤ G and V is a projective
KH-module, then the induced module V G is a projective KG-module. This follows
from the fact that V is a direct summand of a free KH-module VF and then V G is
a direct summand of the free KG-module V G

F .

We assume again that the irreducible KH-modules Li(H) are readily computable,
from which we can compute φi(H), the Cartan Matrix of KH, and hence Φi(H) for
each i. We can then compute the induced Brauer characters Φi(H)G and the inner
products (Φj(H)G, φ), which enable us to determine for which Ui(H) the induced
module Ui(H)G has U as a summand.

If the group G is p-soluble, then we make use of a result of Fong [6, Corollary 2E],
which tells us that U = Li(H)G for some irreducible KH-modules Li(H), where H
is a Sylow p-complement of G.
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Otherwise, as in the computation of the irreducible modules described in Section 2,
we consider all such subgroups of G in order of increasing index, and select H and
Ui(H) such that Ui(H)G has minimal dimension subject to having U as a summand.

We then proceed to compute Ui(H)G. We can reasonably assume that we can com-
pute Ui(H) by recursion, since |H| < |G|. But it is virtually always straightforward
to do this in practice, because the Ui(H) that we select generally have very small
dimension. Indeed, in many examples, |H| is coprime to |G| and Ui(H) is the trivial
module, so Ui(H)G is just a permutation module. As we shall explain later, when
the dimension of Ui(H)G is large, we can often make use of the technique known
as condensation to avoid computing Ui(H)G explicitly, and to perform equivalent
computations in a smaller dimensional module.

3.1 Peakwords

We assume now that we have found a projective KG-module V that is known to
have the sought projective indecomposable U as a summand. Since U/Rad(U) is
irreducible, U is generated as a KG-module by a single vector in v ∈ V , and our
aim is to find such a v.

Following [10, Definition 3.1], for an algebra A over a field K, an A-module W and
an irreducible constituent S of W , an element a ∈ A is called an S-peakword for W
if

(i) Nullity(ρS(a)) = Nullity(ρS(a2)) = [E : K], where E is the endomorphism
ring of S (so, in the case A = KG, E is the minimal splitting field for S).

(ii) Nullity(ρT (a)) = 0 for all constituents T of W with T 6∼= S.

An A-module W is called S-local if W/Rad(W ) ∼= S.

Let a be an S-peakword for W . Then Theorems 3.4.5 b) and 3.4.7 of [9] together
imply that, if r > 0 is such that Ker(ρW (ar)) = Ker(ρW (ar+1)), then vKG is S-local
for all v ∈ Ker(ρW (ar)).

The conditions (i) and (ii) above imply that, for any k ≥ 1, the multiplicity of 0 as
an eigenvalue of ρW (ak) is equal to s[K ′ : K], where s is the number of constituents
of W isomorphic to S. So, putting r = s− 1, we have Nullity(ρW (ar)) = s[K ′ : K]
and so Ker(ρW (ar)) = Ker(ρW (ar+1)). Furthermore, the projection of Ker(ρW (ar))
onto each of the constituents of W isomorphic to S has dimension [K : K ′].

We return now to the situation in which S = L and W = V is known to be
projective and to have U as a summand. Then V/Rad(V ) has L as a summand and
hence Ker(ρV (ar)) contains elements outside of Rad(V ). But then, since Rad(V ) ∩
Ker(ρV (ar)) is a subspace of Ker(ρV (ar)), at least half of the elements of Ker(ρV (ar))
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lie outside of Rad(V ) and, for any v ∈ Ker(ρV (ar)) \ Rad(V ), vKG is an S-local
KG-module not contained in Rad(V ), and then we must have vKG ∼= U .

Given V as above an outline of our algorithm to construct U is as follows:

Step 1. Find an S-peakword a for V ;
Step 2. Find r > 0 and compute ρV (ar) such that Ker(ρV (ar)) = Ker(ρV (ar+1));
Step 3. Compute N := Ker(ρV (ar));
Step 4. Compute vKG for random v ∈ N until we find v such that dim(vKG) =

dim(U). Then vKG ∼= U .

We can calculate a lower bound for the probability that a random element of KG is
an S-peakword for V as follows. It is shown in [7, Section 2.3] that, for at least 0.234
of the elements a ∈ KG, the characteristic polynomial of ρS(a) has an unrepeated
irreducible factor of degree [E : K], which implies that Nullity(ρS(a2)) = [E : K].
(For absolutely irreducible modules, the proportion is at least 0.289.) The proportion
of nonsingular n×n matrices over Fq is at least 0.289. (The lowest proportion is for
q = 2 and large n. For q > 2 it is at least 0.56.) So if the number of nonisomorphic
constituents of V is k, then the probability of a random element of KG being an
S-peakword for V is at least 0.234× 0.289k−1.

In Step 2, we could either compute Ker(ρV (ar)) for all r ≥ 1 until Nullity(ρV (ar)) =
Nullity(ρV (ar+1)) (thereby completing Step 3 as well) or, as we saw earlier, we could
just choose r = s−1, where s is the number of constituents of V that are isomorphic
to L; in fact it is not hard to see that we can take r = s− 1, where s is the number
of constituents of U that are isomorphic to L.

Although s − 1 is generally higher and often significantly higher than the minimal
possible r, and raising the matrix to this power is often the most time-consuming
individual component of the procedure, it appears on balance to be quicker to use
this second method, and that is what we have done in the timings presented in
Subsection 3.3. A variant on the first method, which we have not yet investigated
thoroughly, but which appears to perform better on some difficult examples, is to
compute Ker(ρV (a2

r
)) for r ≥ 0 until Nullity(ρV (a2

r
)) = Nullity(ρV (a2

r+1
)).

As we saw earlier, in Step 4, the probability that vKG ∼= U for a random v ∈
Ker(ρV (ar)) is at least 1/2. The computation of vKG from V is done by the pro-
cess popularly known as “spinning up a vector” and consists of applying matrices
for group elements to existing elements of vKG and echelonising. This part of the
computation is frequently the most memory-intensive, and many of the larger ex-
amples can be computed more quickly and with less memory by using condensation
methods, which we shall now briefly describe.
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3.2 The use of condensation

Condensation is a technique for rendering computations with large-dimensional KG-
modules more feasible. It has been used, for example, in the calculation of irreducible
modules (see, for example, [13] and Section 2 above) and of submodule lattices [10].

The idea is to find an idempotent element e ∈ KG with the property that, for all
irreducible KG-modules L, eL is a nonzero eKGe-module. Then the categories of
right KG- and eKGe-modules are Morita equivalent, and many types of calculations
with KG-modules V can be carried out in the corresponding eKGe-module eV
which, in favourable situations, will have significantly smaller dimension than V .

The most common choice for e is 1
|H|

∑
h∈H h for a subgroup H < G with order

coprime to p = char(K) and, as a general rule, the larger |H| is, the greater the
reduction of dimension. On the other hand, larger subgroups are more likely to
result in zero modules eL, so in practice we use the largest H with order coprime
to p for which eL is nonzero for all irreducible KG-modules L.

For this method to be useful, we need an efficient algorithm for computing condensed
modules eV for those KG-modules V in which we wish to compute, and we need to
be able to do this without computing V itself. In our case, we want to do this for
the module V of which the required projective indecomposable U is known to be a
direct summand. Fortunately, algorithms for computing eKG have been developed
and implemented for permutation modules [9] and induced modules [13], and they
have been implemented in Magma by Allan Steel. They have also been implemented
for tensor products of modules [12], but we do not need that here.

Condensation methods have previously been used to identify the layers of the socle
series of principal indecomposable modules; see, for example, [9, 11]. For that
purpose, the complete calculation can be carried out within the condensed module
eV . In our situation, we want to compute the projective indecomposable U itself
rather than just eU , but the final part of the calculation, the so-called “uncondensing
spin”, constructs U directly from eV , and needs considerably less memory than that
required to store V explicitly. It is particularly useful when dim(U) is significantly
less than dim(V ).

As can be seen from the performance times in the next subsection, the use of con-
densation sometimes results in significantly faster computations, although the gains
from computing in lower-dimensional modules are in some examples completely an-
nulled by the time taken to compute eV . There are also some examples (such as
S4(4) in characteristic 2) for which there is no suitable subgroup H for which eL is
nonzero for all irreducible L.

For many of the larger examples, the memory saved from not having to compute
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V explicitly can be very significant, and so condensation methods certainly extend
the range of examples for which the computation of projective indecomposables is
feasible. For example, the computation with the group L5(2) required about 56GB
of RAM without condensation and less than 4GB with condensation. The largest
dimensional module that we successfully computed was the 145920-dimensional with
|K| = 2 and G = L3(8). We only attempted this computation with condensation,
and it required about 26GB of RAM.

3.3 Performance times

Times for computing projective indecomposables

G |G| |K| dL dU dV tV t1 t2 r t3 t4 ttot
Sz(8) 29120 2 1 1984 2240 P 0 0 0.4 160 0.1 0.4 1
Sz(8) 29120 2 12 2688 5824 I 0.8 0 7 98 1.5 4 13
M12 95040 2 1 704 1728 P 0 0.1 0.1 16 0.1 0.1 1
M12 95040 2 10 832 10560 P 0 0.1 17 20 6 2 25
U3(5) 126000 2 104 608 5040 P 0 0.1 2 5 1 0.3 8

3.U3(5) 378000 2 42 2016 3024 P 1.5 0 0 16 0.3 0.5 2
A9 181440 2 1 1600 2240 P 0 59 0.4 32 0.1 0.2 60

2.M22 887040 2 1 12544 16128 P 3 0 161 184 27 26 217
1792 P 54 0 0.5 184 0.1 32 90

2.M22 887040 4 1 12544 16128 P 0 0 383 184 75 73 531
1792 P 35 0 1 184 0.2 69 105

2.M22 887040 2 34 6912 19712 I 16 0.7 265 58 46 75 403
2176 I 2 0.7 1 58 0.1 0.1 4

2.M22 887040 4 34 6912 16128 I 19 0 267 58 72 117 475
1792 I 2 0 1 58 0.2 54 76

2.M22 887040 2 140 3584 16128 P 3 0 34 10 26 11 83
1792 P 53 0.7 0.2 10 0.3 9.6 67

2.M22 887040 4 70 1792 16128 P 2.5 0 49 6 69 9 130
1792 P 34 0 0.3 6 0.2 8.2 45

J2 604800 2 1 6272 8064 P 1.6 0.2 14 112 4 6 26
1632 P 32 0.1 0.4 112 0.1 2.7 37

J2 604800 4 1 6272 8064 P 1.5 0.1 41 112 11 14 68
1632 P 12 0.1 0.8 112 0.1 4 19

J2 604800 2 12 8704 25600 I 39 0.5 556 106 107 170 422
5120 I 3 0.1 7 106 1 57 107

J2 604800 4 6 4352 13440 I 23 0.3 193 54 49 73 338
2712 I 1 0.1 3 54 1 25 30

J2 604800 3 26 2808 9450 P 1.7 0.3 60 15 22 9 93
360 P 1.3 0 0 54 0 8 12

J2 604800 9 13 1404 9450 P 2 3.7 254 9 322 41 671
360 P 3 0 0.1 9 0.1 36 42

S4(4) 979200 2 1 37120 39168 I 77 1.4 1871 1536 269 497 2713
S4(4) 979200 4 1 37120 39168 I 83 2.3 6610 1536 941 1708 9344
S4(4) 979200 2 8 28672 30720 I 77 1.9 1227 468 158 306 1770
S4(4) 979200 4 4 14336 15360 I 114 17 405 240 72 127 735
S4(4) 979200 5 18 1550 15300 P 6 5.4 557 13 178 18 764
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Times for computing projective indecomposables

G |G| |K| dL dU dV tV t1 t2 r t3 t4 ttot
371 P 2 0 0.1 13 0 10 12

U3(7) 5663616 2 1 5504 5504 P 3 0 0 0 0 0 3
U3(7) 5663616 2 42 5888 115584 I 94 97 12490 35 6173 6407 25263

5504 I 370 59 6 35 1 270 800
U3(7) 5663616 7 6 6174 29498 I 203 254 4494 12 1117 1313 7381

1222 I 2 206 1 35 1 226 639
U3(7) 5663616 7 30 8232 29498 I 245 263 5672 18 1256 1590 9026

1222 I 2 213 1 18 0 335 796
U3(7) 5663616 49 3 3087 14749 I 182 275 954 10 615 774 2900

611 I 2 221 1 10 1 166 573
L5(2) 9999360 4 1 23552 158720 I 411 20 169918 88 49968 54657 274974

17728 I 324 4 1370 88 107 5889 8105
L3(8) 16482816 2 9 145920 448512 I 123

49836 I 54 87 27470 477 592 111671 139997
28.A5 15360 2 4 4096 15360 P 20 0 153 560 25 30 228

36.2.A5 87480 3 4 8748 17496 I 84 1 1173 891 113 358 1707
26.A7 161280 2 14 4096 17920 P 2 0.4 211 114 37 37 190

5984 P 837 0 1 114 1 33 874
34.26.A5 311040 3 20 4860 9720 P 5 0 97 81 20 26 148

5184 P 934 0 19 81 3 44 1005
27.3.A7 967680 2 1 9216 15360 P 45 0.1 120 272 30 59 254

5152 P 665 0.3 8 272 1 77 796
27.3.A7 967680 4 1 9216 15360 P 46 0.3 382 272 82 184 694

5152 P 751 0 18 272 3 166 984
27.3.A7 967680 2 12 12288 12228 I 43 0 0 0 0 0 43
27.3.A7 967680 4 6 6144 6144 I 8 0 0 0 0 0 8

In the table, dL, dU and dV are the dimensions of the irreducible module L, the
required projective indecomposable U and the module V of which U is computed
as a direct summand. The letter P or I in the dV column indicates whether V was
computed as a permutation or as an induced module.

All times are in seconds. We are deliberately excluding the time for the computation
of the set L of irreducible modules since we are assuming that these are already
available, but for most of the examples this was moderately fast. For the complete
rows in the table, tV is the time taken to search through the subgroups of G to
locate a suitable subgroup for computing the permutation or induced module V ,
together with the time taken to compute V itself. Then t1, t2, t3, t4 are the times
to execute Steps 1–4, respectively. For t4 we have given the time for spinning up a
single element; since the probability of a random element working is at least 1/2 and
often more, this seems more useful for comparative purposes, although of course in
some instances it was necessary to spin up more than one element.

In examples where a complete row is immediately followed by a row with its first few
entries blank, the second row refers to the same computation using condensation.
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For these rows, the entry under dV is the dimension of the condensed version eV of
the module V in the row above, and tV represents the time to compute generators of
eV . (So for the total time, this has been added to the tV entry in the row above to
give the total time for computing eV .) The times t1, t2 and t3 in these rows are for
computations within the condensed modules, whereas t4 is for the (comparatively
fast) spin within the condensed module together with the uncondensing spin that
computes the required projective indecomposable.

The displayed examples are a selection from many that we computed, but we have
generally selected the most difficult examples. Calculations for the smaller groups in
characteristics other than 2 were very fast. Computations for soluble and, more gen-
erally, p-soluble groups are typically comparatively fast since, as explained earlier,
we can make use of Fong’s Theorem [6, Corollary 2E].

Occasionally, such as in the example A9 with |K| = 2, computing the peakword was
the slowest part of the computation. This occurs when there are a large number
of distinct irreducible modules in the same block as the one being computed. For
A9, there are 10 such modules. According to the estimate in Subsection 3.1 of the
lower bound for the probability of finding a peakword, we should expect to need to
try about 246000 words in order to find a peakword in this example; in fact, the
number was generally around 70000.

This situation was even worse for L5(2) where there are 15 irreducible modules in
the block concerned. In that case we did not succeed in finding a peakword at all
within a reasonable time, and so we just carried out the computation over the field
of order 4. It would in principal be computationally feasible to rewrite the computed
projective indecomposables over the field of order 2 whenever theoretically possible,
but we did not attempt this.

But for the vast majority of the examples, independently of the structure of the
group, the dimension of V is the most significant factor that determines how fast
the computation will be, and also how much memory will be required.

We see from the table that although, for a given dim(V ), computations over larger
fields are slower, for a module that is not absolutely irreducible, the calculation for
the corresponding smaller dimensional module over a splitting field will be quicker.
So, where possible, it may be more efficient to carry out the computations over a
splitting field of L and then rewrite the result over K rather than doing all compu-
tations over K.
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4 Projective covers and higher cohomology groups

4.1 Projective covers

Let V be a finite-dimensional KG-module. Then the projective cover of V is defined
to be the projective module PV of minimal dimension such that there is a KG-
module epimorphism pV : PV → V . The quotient V/Rad(V ) is completely reducible
and is isomorphic to a direct sum ⊕r

i=1ciLi for some integers ci ≥ 0, and it is not
difficult to see that PV

∼= ⊕r
i=1ciUi.

Unfortunately there does not seem to be any quicker way to compute pV other the
following. Let V/Rad(V ) = ⊕r

i=1⊕
ci
j=1Lij with Lij

∼= Li and, for each constituent Lij,
let Vij be a submodule of V such that Vij projects onto Lij. Then we use the inbuilt
Magma functionality to compute HomKG(Ui, Vij) (which is the most expensive part
of the computation) and, by trying random elements, find pij ∈ HomKG(Ui, Vij) such
that Im(pij) projects onto Lij. Then pV can be defined as the sum of the pij.

4.2 Computing higher dimensional cohomology groups

Let V be a finite-dimensional KG-module for a finite field K. Magma already has
functionality for computing the cohomology groups Hn(G, V ) for n = 0, 1, 2 – see [8].
We shall now describe how we can use projective covers together with dimension
shifting to compute at least the K-dimension of Hn(G,K) for all n > 0. In principal
it might be possible to use similar techniques to enable us to carry out computations
with cocycles mapping onto elements of Hn(G, V ), but we have not yet attempted
to do that. It is also theoretically possible to carry out cohomological computations
in condensed modules, which should significantly extend the range of the algorithm,
but again that has not yet been implemented.

By [5, Chapter I, Theorem 15.5], a finite-dimensional KG-module P is projective if
and only if it is injective, and we then have Hn(G,P ) = 0 for all n ≥ 1. It follows
from the standard long exact sequence in cohomology that, if 0→ W → P → V → 0
is an exact sequence of KG-modules, then Hn+1(G,W ) ∼= Hn(G, V ) for all n ≥ 1.

This isomorphism is going in the wrong direction for the dimension shifting applica-
tion, but if we denote the dual of a module V by V̂ , then P̂ is injective [5, Chapter I,
Theorem 15.2] and hence projective, so the exact sequence 0 → V̂ → P̂ → Ŵ → 0
yields Hn+1(G, V̂ ) ∼= Hn(G, Ŵ ).

So, for a given KG-module V , we compute the projective cover PV̂ and associated

epimorphism pV̂ : PV̂ → V̂ and then, for n ≥ 1, we have Hn+1(G, V ) ∼= Hn(G, Ŵ ),
where W = Ker(pV̂ ). This enables us recursively to reduce the computation of
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Hn(G, V ) to the case n = 2 or n = 1. A problem is that dim(W ) is typically
larger (and sometimes very much larger) than dim(V ), with the consequence that
the calculation rapidly becomes impractical as n grows larger. However, for smaller
groups, this growth of dimension is often relatively slow, and we can easily carry
out calculations for higher values of n, as illustrated in the examples below.

Examples. G = Alt(7), |K| = 2, V irreducible of dimension 20. The time for
H20(G, V ) was 36 seconds, where the largest module encountered had dimension
650.

G = Alt(7), |K| = 3, V the trivial module. The time for H20(G, V ) was 58 seconds,
where the largest module encountered had dimension 730.

G = Alt(8), |K| = 3, V the trivial module. The time for H10(G, V ) was 15 seconds,
where the largest kernel encountered had dimension 674.

G = Alt(8), |K| = 2, V the trivial module. It took 15.6 seconds to compute all
projective indecomposables. The time for H6(G, V ) was 204 seconds.

G = Sz(8), |K| = 2, V the trivial module. It took 427 seconds to compute all
projective indecomposables. The time for H3(G, V ) 689 seconds

G = U3(4), |K| = 2, V the trivial module. It took 87 seconds to compute all
projective indecomposables, of which the largest has dimension 4096. The time for
H3(G, V ), H4(G, V ) and H5(G, V ) were respectively 120 seconds, 1967 seconds and
42337 seconds, and the largest kernels encountered had dimensions 1601, 3263 and
4929.
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