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Abstract

The Meataxe is a practical algorithm, first introduced by Richard
Parker, for testing finite dimensional modules over finite fields for ir-
reducibility, and for finding explicit submodules in the reducible case.
This and associated algorithms are described briefly, together with
more recent improvements. The possibility of extending these meth-
ods to fields of characteristic zero, such as the rational numbers, is also
discussed.

1 Chopping up modules

The problem of explicitly finding the irreducible constituents of a finite di-
mensional KG-module, where K is a field and G is a finite group, is without
doubt the most basic problem in computational group-representation theory.
It corresponds roughly to finding the orbits of a finite permutation group,
except that it is considerably more difficult.

Most of the research on this problem to date has been restricted to the case
where K = GF (q) is finite, and we shall assume this to be true in the first
two sections of this paper. The characteristic zero case will be discussed in
Section 3. We shall denote the degree of the representation by d, throughout.

The theoretical complexity of the problem was proved to be polynomial
in d log(q) by Rónyai in [11], but the algorithm described there does not
appear to be practical as it stands, and has complexity at least as bad as
O(d6 log(q)). For current applications, it is essential to find methods that are
practical for d equal to at least several thousand and, to achieve this, we must
aim for complexity O(d3 log(q)). In practice, this is equal to the complexity
of multiplying two matrices, inverting a matrix, or performing a Gaussian
reduction.

The Meataxe algorithm, due to Richard Parker and described in [8], still
appears to be the only method with efficient implementations that comes
anywhere close to achieving this aim. The main application for which it
was conceived was constructing the irreducible representations of some of the
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larger (usually sporadic) finite simple groups over small fields, and it proved
to be very well-suited for this purpose. For example, it played an essential
rôle in Norton’s construction and existence proof of the simple group J4 (see
[7]). It was used frequently and more routinely as one of the principal tools
for calculating the Brauer characters and Brauer trees of the sporadic finite
simple groups (see [6] and [2]) in cases where it was necessary or expedient
to find explicit irreducible representations of these groups over finite fields.

In addition to Parker’s implementation in FORTRAN, there has been
an efficient implementation in C by Ringe and Lux (see [10]) that has the
additional facility of being able to compute the complete submodule lattice
of the given module. Each of these implementations is strongly geared towards
potentially large degree representations over very small fields, with particular
emphasis on the field of order 2, where only a single bit is used for each matrix
entry, and the number of matrices that are held in main memory at any one
time is kept as small as possible (usually, at most 2 or 3).

It is clear from the above that the range of application of these specific
methods is rather restricted. In fact, analysis shows that their efficiency
depends not only on q being small, but on the splitting fields of the irreducible
constituents of the module being small. The theoretical complexity is linear
in the order of these splitting fields, and therefore exponential in d.

One other major application of the module chopping process occurs is the
calculation of the composition factors of a finite group. If the group H has
a chief factor K/L which is an elementary abelian p-group for some prime p,
then to find the composition factors of H that lie between L and K, we need
to regard K/L as an H/K-module over GF (p), and then find its irreducible
constituents. The original Meataxe did not always perform satisfactorily in
this situation; for example, when H/K is a soluble group, then relatively
large splitting fields can easily arise, even when the dimension of K/L is
quite small.

Fortunately, in [4] Holt and Rees describe and analyse a relatively simple
extension of the basic algorithm, which renders it efficient and practical in
a much larger range of situations. Some further ideas by Charles Leedham-
Green appear to make it work well in all situations.

As with the Parker Meataxe, these new techniques can also be used to
provide efficient procedures for calculating endomorphism algebras of mod-
ules, testing modules for isomorphism and, more generally, for calculating
HomKG(V,W), for modules V and W . They are extremely fast for irre-
ducibles (or when at least one of V and W is irreducible), but are quite
practical in full generality.

A brief description of all of these methods will be given in the next sec-
tion. They have been implemented within the MAGMA computational algebra
system (see [1]) by Allan Steel, with the help of Holt and Leedham-Green.
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As well as being usable explicitly on KG-modules, they are used implicitly
by some MAGMA functions which find composition factors and, in particu-
lar, by the solvable group functions. Although there has been no systematic
comparison using a large range of examples, it appears as though the gen-
eral endomorphism algebra method may be superior in many situations, and
generally more reliable, than that proposed by Schneider in [12].

These algorithms have also been implemented by Holt and Rees within the
GAP system (see [13]) as part of the external SMASH package (see [5]). Fur-
thermore, the extensions proposed by Holt and Rees have been incorporated
within the standalone Meataxe package written by Ringe and Lux (see [10]),
which is also accessible as an external GAP package. This implementation
and the one within MAGMA are particularly well adapted for working with
representations of very large degree, since they store as many matrix entries
as possible within a single machine word, and use lookup tables to facilitate
fast matrix multiplication, by processing several entries at a time. Finally,
it should be mentioned that the Lux-Ringe package is accessible from the
QUOTPIC interactive graphics package for studying finite quotients of finitely
presented groups (see [3]). It is used there for finding the composition factors
within elementary abelian sections.

2 A description of the Meataxe methods

Parker’s standard meataxe uses the following test, known as Norton’s irre-
ducibility test. Let M be a right KG-module of dimension d defined by
explicit d × d-matrices for the generators of G, let A denote the K-algebra
generated by these matrices, and let MT denote the KG-module defined by
the transposes of these matrices. (So MT , also regarded as a right module,
is the contragredient module of M , where the defining matrices correspond
to the inverses of the generators of G.) An element ξ of A is chosen, and the
nullspaces N of ξ, and N ′ of its transpose ξT are computed. Then provided
that

(a) N is nonzero,

(b) every nonzero vector v in N generates the whole of M as a KG-module,
and

(c) at least one vector w of N ′ generates the whole of MT as a KG-module,

M is proved irreducible. Otherwise M is reducible, and a proper submodule
has been found explicitly in (b) or (c).

Note that only the basic matrix operations, multiplication, transposing,
and Gaussian elimination (for calculating nullspaces, and performing part (c))
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are involved here. Part (b) of the test is clearly the one which could be time-
consuming if ξ were not well chosen. In Parker’s Meataxe, elements are chosen
until ξ is found with a nontrival nullspace of low dimension, preferably 1-
dimensional. In [8], a list of choices of ξ that work well for 2-generator groups
over small fields, and involve only one extra matrix multiplication for each
new choice, is given. A general problem with this approach however is that,
if the field has order q, then the probability of the nullspace being nontrivial
is about 1/q and so, for large q, we might have to make a large number of
choices. Another, more serious, problem arises when the dimension, e say,
of the endomorphism ring of M is large because, for example, when M is
irreducible we cannot find a ξ with nontrivial nullspace of dimension smaller
than e.

In the Holt-Rees extension, rather than generate ξ itself randomly, we
select a random element θ of the K-algebra A, calculate the characteristic
polynomial c(x) of θ, and then factorise it. Then we set ξ = p(θ), where
p(x) is an irreducible factor of c(x). In this way, ξ will always have nontrivial
nullspace N . In the situation where N is irreducible as a K〈θ〉-module (which
is the case, for example, whenever p(x) is a non-repeating factor of c(x)), it is
sufficient to carry out part (b) of the test for a single nonzero vector v in the
nullspace of ξ. In other cases, examination of a single vector will not give a
conclusive test for irreducibility, but might prove reducibility. If not, another
factor p(x) of c(x), or another element θ is selected.

Note that the only additional calculations compared with Parker’s algo-
rithm are the calculation and factorisation of the characteristic polynomial.
Both of these can be accomplished in time O(d3 log(q)), where d is the di-
mension of M , which is the same complexity as that of the other parts of the
process, such as calculating nullspaces.

As one might expect from the above description, this is a Las Vegas algo-
rithm, which means that there is no certainty that it will ever stop. However,
if it does stop, then it will always return the correct answer. It is proved in [4]
that, with high probability, the algorithm will complete in time O(d3 log(q))
in almost all situations (where the probability rapidly approaches 1 as the
constant in the time estimate increases).

The exceptional situation in which this analysis fails is where the module
is reducible but uniserial, with all of its composition factors being isomorphic
and having a large endomorphism algebra. A specific example of this type for
which the method really does come to grief is described in [4]. Fortunately,
a fix has been suggested for this situation by Charles Leedham-Green, and it
has been successfully implemented in MAGMA, so there now appears to be a
satisfactory solution to the chopping problem that works in all situations.

The idea is that when it becomes clear that the main algorithm is not
working (because the dimensions of all of the nullspaces found are too large),
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we give up and calculate the full endomorphism algebra E of M . (There
are tricks for doing this quickly based on the methods for irreducible modules
described in [4].) Then, since we are in the exceptional uniserial reducible sit-
uation, E will certainly contain nonzero singular matrices ρ, and the nullspace
of any such matrix will be a submodule of M . The only problem is to find
such a ρ. If E is not commutative (which is the case in the difficult example
mentioned above), then we can find ρ as αβ−βα, where α and β are randomly
chosen elements of E. Otherwise, a random element α of E is likely to have
order divisible by p, and a suitable power αn of α will have order a power of
p and then ρ := αn − Id will be nonzero and singular. The power n might be
very large but, fortunately, raising elements to power n requires only about
log(n) multiplications. The complexity of this fix is probably slightly worse
than O(d3 log(q)) (I suspect it might be O(d4 log(q)) in the worst case), but
fortunately the bad situation does not arise very often (or indeed at all) in
the context of current applications.

3 Reducing modules in characteristic zero

In this section we consider and speculate on to what extent, if any, the
Meataxe techniques discussed so far for finite fields can be made to apply
to representations over the field Q of rational numbers, or to algebraic ex-
tensions thereof. There has been very little work on this problem to date,
and even less attempt at implementations, and so we shall have to be content
for the time being with pinpointing the likely difficulties, and speculating on
means of overcoming them.

We are not yet at the stage of being able to propose a push-button type
general purpose algorithm, and so we should be prepared to assume that the
user can apply experience and discretion (possibly based on knowledge of the
particular group involved), in the choice of which techniques to employ in a
particular situation.

Plesken and Souvignier consider this problem in [9], and describe methods
that should work for dimensions up to about 200. They justify these claims
by finding representatives of all irreducible QG-representations of the group
S4(3), which involves chopping up modules of degrees up to 240. (Here, they
make use of the known character table of the group.) Roughly speaking, their
method is to compute all or part of the endomorphism algebra of the module
M to be reduced, and to find submodules as nullspaces of endomorphisms.
In addition, Richard Parker is working on a characteristic zero meataxe using
p-adic methods.

In contrast, the author, working with Allan Steel in MAGMA, has been
trying to extend the Meataxe techniques themselves to the rational case. In
fact, the same two major problems are involved in both of these approaches.
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The first is the theoretical problem that, unlike in the finite case, the endo-
morphism algebra of an irreducible representation in characteristic zero can
be a noncommutative division ring; that is, the Schur index of the representa-
tion can be greater than 1. This makes it very difficult to distinguish between
such an irreducible representation, and the sum of isomorphic irreducible rep-
resentations of smaller dimensions, even if one succeeds in computing a basis
for the endomorphism algebra E. Of course, in the second case, E will contain
nonzero singular elements, but they are not easy to find.

The second problem is practical, and is that the integers arising in the
matrices with which one is working tend to grow very rapidly with each step
in the computation, and each individual reduction. Unless one finds means of
preventing this happening, the basic matrix operations involved rapidly grind
to a halt. One possibility is to use the LLL-algorithm, but more refined and
goal-directed methods are needed to find a satisfactory solution. For example,
Plesken and Souvignier suggest keeping an invariant bilinear form for each
representation, because this allows one to manipulate the basis by various
reduction routines to keep small coefficients for the matrix entries in the
representation.

The direct use of the Meataxe techniques described in Section 2 on rational
representations is not very easy or practical for degrees above about 50 or 100
(depending on the sparsity of the matrices) since, for example, the calculation
of the characteristic polynomial of a matrix becomes much too slow.

One can, however, consider the representation M modulo p, where p is a
prime number not dividing any of the denominators arising in the representa-
tion, reduce it over GF (p), and then attempt to rewrite the reduction over Q
(by rewriting p−1 as −1, (p+1)/2 as 1/2, and so on). It can then be checked
easily whether the result is a genuine reduction of the QG-module M . This
simple technique has been implemented in MAGMA by Allan Steel. It is of
course limited, but it does work surprisingly often, especially for large sparse
representations, such as permutation representations, and it is very fast, so
it should certainly not be discarded completely. In fact, by intelligent appli-
cation and correct choice of the prime (which can be very large if necessary),
one can usually reduce M to homogeneous constituents (i.e. direct sums of
isomorphic irreducibles), and certainly to direct sums of irreducibles of the
same degree. Of course, if the reduction of a representation over GF (p) is
irreducible, then it is irreducible over Q, but the converse is not true. For
irreducible rational representations with Schur index greater than 1, when p
is coprime to the group order, the reduction over GF (p) will be a direct sum
of modules of the same dimension for all primes p, and so we are up against
the theoretical difficulty described above.

In this situation, we propose the following approach. Let the algebra
A generated by the matrices of M be defined as in Section 2. Since all
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representations in characteristic zero are completely reducible, the part of
the Meataxe involving the dual module, where we transpose the matrices,
can be omitted completely. Furthermore, we can use sums and intersections
of nullspaces of elements of A in place of the nullspaces themselves. So, we find
a number of nontrivial nullspaces Ni of elements ξi ∈ A (for example, choose
ξi = gi− 1, where gi is the matrix of an element of G itself). By replacing Ni

by translates under G if necessary, we seek to construct a subspace N := ∩Ni

that is nontrivial, but has as small a dimension as possible. We can also use
sums of some of the Ni. (For example, if we have N1 of dimension 4, and
N2 of dimension 6, and M itself has degree 24, then by taking appropriate
translates, sums and intersections, we can always find an N of dimension 2.)

We now calculate the endomorphism algebra E of M , using the fact that
all of its elements must fix the subspace N . If N is not too large, then this
calculation is very quick. If, at this stage, dim(E) ≥ dim(N), then we can
determine reducibility of M as follows. If E acts freely on N then, as in the
extension of the Meataxe described in Section 2, it is enough to calculate wG

for a single nonzero vector w in N ; either it is a proper submodule of M , or
it is equal to M and M is irreducible. If E does not act fixed-point-freely,
then we can find a nonzero singular matrix in E, and its nullspace will be a
submodule of M .

By combining the techniques of reducing to GF (p) and lifting back to
Q, and working with nullspaces as just described, the author succeeded,
with some difficulty, in constructing the irreducible rational representations
of S4(3) (the same example as in [9]). The difficulties encountered resulted
purely from integer entry explosion. There was no inherent difficulty in find-
ing nullspaces with the required properties, but the related sum and intersec-
tion calculations tended to result in huge integers.
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