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Concentration of Measure

The empirical risk is an average of random variables. By the law of large numbers,
the average of independent and identically distributed random variables converges
to the mean, represented by the generalization risk. In statistical learning, however,
we are interested in how well the empirical risk (sample mean) approximates the
generalization risk (mean) for a fixed number n of samples. Concentration of measure
inequalities are bounds on the deviation of a random variable from its mean:

P(|Sn − E[Sn]| ≥ t) ≤ C(n, t),

where Sn = (1/n)
∑n

i=1Xi is the average of random variables and C(n, t) is a
bound that depends on t and the number of samples n. If each of the Xi has bounded
variance, then Chebyshev’s inequality yields a bound of order O(1/nt2), but this is
often not good enough. When dealing with a set of classifiersH, we have one random
variable Sn(h) for each classifier inH, and we would like to bound the deviation over
all Sn(h). AssumingH is finite, this amounts to using the union bound:

P
(
sup
h∈H
|Sn(h)− E[Sn(h)]| ≥ t

)
≤
∑
h∈H

P(|Sn(h)−E[Sn(h)]| ≥ t) ≤ |H|·C(n, t).

For this to be useful, we would like ta bound C(n, t) that is small, preferably expo-
nentially so in n and t. We present two inequalities that achieve this and operate under
varying conditions: Hoeffding’s inequality for sums of independent, bounded random
variables, and McDiarmid’s Inequality for functions with bounded differences.

The Cramér-Chernoff method

We begin with a very general deviation bound for random variables. Let X be a
real-valued random variable and λ ≥ 0. Then for any t,

P(X ≥ t) ≤ e−λt E[eλX ]. (3.1)
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This inequality is a direct consequence of Markov’s inequality, applied to the expo-
nential random variable exp(λX), and is left as an exercise. The best possible bound
of type (3.1) can be formalized using the Cramér transform

ψ∗X(t) = sup
λ≥0

(λt− ψX(λ)), (3.2)

where ψX(λ) is the cumulant generating function, ψX(λ) = logE[eλX ]. With this
terminology, we get the Chernoff bound

P(X ≥ t) ≤ e−ψ
∗
X(t). (3.3)

Note that ψX(0) = 0 implies that ψ∗X(t) ≥ 0. Moreover, if t ≤ E[X] <∞, then one
can show that ψ∗X(t) = 0 and the Chernoff bound becomes trivial. We will typically
apply the bound (3.3) to a centred random variable X = X − E[X],

P(X ≥ E[X] + t) ≤ e−ψ
∗
X
(t).

This is a one-sided bound: it bounds the probability of exceeding the expected value
E[X] by more than t. One can similarly get a bound on P(X ≤ E[X] − t) by
considering the normalized random variable −X = E[X]−X .

The most important case for us is when X is the average Sn of n independent and
identically distributed (i.i.d.) random variables:

Sn =
1

n

n∑
i=1

Xi.

In this case, the Cramér transform satisfies

ψ∗Sn(t) = n · ψ∗X(t) ⇒ P(Sn ≥ t) ≤ e−nψ
∗
X(t),

and, contingent on ψ∗X(t), we automatically have exponential decay in n.

Example 3.1. Let X ∼ N (µ, σ2) be a normal distributed random variable with
mean µ and variance σ2. The moment generating function has the form

E[eλ(X−µ)] = e
σ2λ2

2 . (3.4)

Hence,

ψ∗(X−µ)(t) = sup
λ≥0

(
λt− σ2λ2

2

)
=

t2

2σ2
. (3.5)

It follows that
P(X ≥ µ+ t) ≤ e−

t2

2σ2 .

In the case of a normal distribution, we can get the more precise bounds(
1

t
− 1

t3

)
1√
2π

e−
t2

2 ≤ P((X − µ)/σ ≥ t) ≤ 1

t

1√
2π

e−
t2

2

by a direct calculation, which shows that the inequality derived from the Chernoff
bound is of the right order of magnitude.
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Note that in (3.4), a mere inequality would have sufficed to derive the subsequent
bound. Random variables for which the moment generating function satisfies such an
inequality are called subgaussian.

Definition 3.2. A centred random variable X is called subgaussian with variance
factor σ2 if for every λ ∈ R,

ψX(λ) ≤
σ2λ2

2
.

The following simple observation states that subgaussian random variables satisfy
the same concentration bounds as the one derived in Example 3.1.

Lemma 3.3. If X − E[X] is subgaussian, then for t ≥ 0 we have

P(X ≥ E[X] + t) ≤ e−
t2

2σ2 , P(X ≤ E[X]− t) ≤ e−
t2

2σ2 .

Proof. The proof of the first inequality consists of simply replacing the first equality
in (3.5) with an inequality. For the second inequality, take the random variable
E[X]−X , which is clearly also subgaussian.

Using the union bound, we can combine the two bounds in Lemma 3.3 into a
single bound

P(|X − E[X]| ≥ t) ≤ 2e−
t2

2σ2 ,

which measures the deviation from the mean in either direction.

Hoeffding’s Inequality

Hoeffding’s inequality bounds the sum of independent random variables with a
bounded domain.

Theorem 3.4 (Hoeffding’s Bound). LetX1, . . . , Xn be independent random variables,
with Xi taking values in [ai, bi], and set ci = bi − ai, c = (c1, . . . , cn)

>. Let
Sn = 1

n

∑n
i=1Xi and µ = E[Sn]. Then for any t ≥ 0,

P (Sn ≥ µ+ t) ≤ exp

(
−2n2t2

‖c‖2

)
, P (Sn ≤ µ− t) ≤ exp

(
−2n2t2

‖c‖2

)
.

Note the implication of this: if we have a sequence of random variables {Xi}
bounded in [0, 1], such as from a Bernoulli distribution, then ‖c‖2 = n and

P(|Sn − µ| ≥ t) ≤ 2e−2nt
2
.

As n increases, the probability that the average of the random variables deviates from
its mean decreases exponentially with n, which is exactly the type of behaviour that we
are looking for. In particular, if the random variables all have the same expectation µ,
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then (by linearity of expectation) we have E[Sn] = µ, and the probability of straying
from this value becomes very small very quickly!

The proof of Theorem 3.4 relies on bounding the cumulant generating function of
a bounded random variable, a result known as Hoeffding’s Lemma.

Lemma 3.5 (Hoeffding’s Lemma). Let X be a random variable with E[X] = 0 and
taking values in [a, b]. Then for any λ ∈ R,

ψX(λ) ≤
(b− a)2λ2

8
.

That is, X is subgaussian with variance factor (b− a)2/4.

The proof makes use of a simple variance bound for a bounded random variable.
The proof is left as an exercise.

Lemma 3.6 (Popoviciu’s Inequality). Let X be a random variable taking values in
[a, b]. Then

Var(X) ≤ (b− a)2

4
.

Proof of Hoeffding’s Lemma 3.5. Assume λ 6= 0 (otherwise the bound is trivial). The
bound is derived by considering the Taylor expansion of ψX(λ) around λ = 0 up to
second order:

ψX(λ) = ψX(0)︸ ︷︷ ︸
=0

+λψ′X(0)︸ ︷︷ ︸
=0

+
λ2

2
ψ′′X(θ) =

λ2

2
ψ′′X(θ)

for some θ ∈ [0, λ] (or [λ, 0] if λ < 0). We are therefore led to investigate the second
derivative:

ψ′′X(θ) =
E[Y 2eθX ]

E[eθX ]
−
(
E[Y eθX ]

E[eθX ]

)2

. (3.6)

If X has density ρ(x), consider the tilted random variable Xθ with density

eθxρ(x)

E[eθX ]
.

If X is discrete, then take ρ(x) to be the probability of x. With this, we see that (3.6)
is simply the variance Var(Xθ). Since Xθ ∈ [a, b] (note that only the density has
changed, not the support), the claim follows from Lemma 3.6.

Proof of Hoeffding’s Bound 3.4. Consider without loss of generality the normalized
random variables Yi = Xi−E[Xi] and set Sn = (1/n)

∑n
i=1 Yi = Sn−µ. Then the

cumulant generating function satisfies

ψSn(λ) =
n∑
i=1

ψYi(λ/n). (3.7)
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Since each oft the Xi lies in [ai, bi], the Yi live in intervals of the same length, and
applying Hoeffding’s Lemma 3.5 to (3.7) we get

ψSn(λ) ≤
λ2

8

n∑
i=1

(bi − ai)2 =
n2λ2‖c‖2

8
.

Using Lemma 3.3, we conclude that

P(Sn ≥ µ+ t) ≤ exp

(
−2n2t2

‖c‖2

)
and P(Sn ≤ µ− t) ≤ exp

(
−2n2t2

‖c‖2

)
.

Thsi completes the proof.

McDiarmid’s Inequality

McDiarmid’s inequality is a generalization of Hoeffding’s bound, where instead of
considering sums of independent random variables, one considers functions with
bounded differences.

Theorem 3.7 (McDiarmid’s Inequality). Let X1, . . . , Xn be independent random
variables and let c1, . . . , cn be positive constants. Set c = (c1, . . . , cn)

>. Lef f be a
real valued function such that for each i ∈ {1, . . . , n} and values xi 6= x′i we have

|f(x1, . . . , xi, . . . , xn)− f(x1, . . . , x′i, . . . , xn)| ≤ ci.

Set µ = E[f(X1, . . . , Xn)]. Then for any t ≥ 0,

P (f(X1, . . . , Xn) ≥ µ+ t) ≤ exp

(
− 2t2

‖c‖2

)
,

P (f(X1, . . . , Xn) ≤ µ− t) ≤ exp

(
− 2t2

‖c‖2

)
.

For the proof we recall the notion of conditional expectation. Given random
variables (X,Y ) defined on X ×Y , the conditional expectation E[X | Y ] is a random
variable Z : Y → X with Z(y) = E[X | Y ](y) = E[X | Y = y]. Moreover, this
random variable satisfies E[X] = E[E[X|Y ]]

Proof. To ease notation, set X = (X1, . . . , Xn) and X(i) = (X1, . . . , Xi). For each
i ∈ {2, . . . , n}, consider the random variables

Zi := E[f(X) | X(i)]− E[f(X) | X(i−1)].

Note that E[Zi | X(i−1)] = 0 and that

Sn :=
n∑
i=1

Zi = f(X1, . . . , Xn)− E[f(X1, . . . , Xn)],
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so that we reduced the problem to bounding the deviation of a sum of random variables.
If the Zi were independent and bounded in some interval, we could apply Hoeffding’s
inequality, but this is not the case. The situation is salvaged, however, by the fact that
they form a martingale, and that each Zi is bounded conditional on the previous Zj in
the sequence. To make this precise, introduce the random variables

Ai = inf
x
(E[f(X) | X(i−1), Xi = x]− E[f(X) | X(i−1)],

Bi = sup
x
(E[f(X) | X(i−1), Xi = x]− E[f(X) | X(i−1)].

Clearly, Zi ∈ [Ai, Bi] for all i, but these are not deterministic bounds. We have,
however, that

Bi −Ai = sup
x,x′

(E[f(X) | Xi−1, Xi = x]− E[f(X) | X(i−1), Xi = x′])

= sup
x,x′

(E[f(X1, . . . , Xi−1, x,Xi+1, . . . , Xn)

− f(X1, . . . , Xi−1, x
′, Xi+1, . . . , Xn) | X(i−1)]) ≤ ci,

where the last inequality follows from the bounded difference assumption. This means
that for each assignment x(i−1) = (x1, . . . , xi−1) we can find bounds ai and bi with
ci = bi − ai, such that the random variable

Zi(x
i−1, Xi) := E[f(X) | X(i−1) = x(i−1), Xi]− E[f(X) | X(i−1) = x(i−1)]

is bounded in [ai, bi]. We can therefore bound the exponential moment of this random
variable as

E[eλZi ] = E
[
E[eλZi | X(i−1)]

]
≤ e

λ2c2i
8 ,

where the last inequality follows from interpreting the outer expectation as first
integrating/summing over all values X(i−1) = x(i−1) and then over Xi, and applying
Hoeffding’s Lemma. For the exponential moment of the sum we have

E[eλSn ] = E
[
E[eλSn | X(n−1)]

]
= E

[
E[eλZneλSn−1 | X(n−1)]

]
.

where we use the notation Sk =
∑k

i=1 Zi. Since Sn−1 is completely determined by
X(n−1), we have E[eλSn−1 | X(n−1)] = eλSn−1 , and conditioned on X(n−1) this is
independent of Zn. We therefore have

E[eλSn ] = E
[
E[eλZn | X(n−1)]eλSn−1

]
= E[eλZn ]E[eλSn−1 ] ≤ e

λ2c2n
8 E[eλSn−1 ].

The claim now follows by applying this reduction recursively to Sn−1.
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Notes

Excellent sources for the material covered in this chapter are [3] and [8, Chapter 2].
The law of large number for binary random variables was first derived rigorously by
Swiss mathematician Jakob Bernoulli in 1713 [2, Chapter 4], a treatise that is widely
considered as the beginning of the mathematical study of probability. Concentration
inequalities for sums of independent random variables that are derived from the
exponential moment inequality are commonly referred to as Chernoff bounds, named
after Herman Chernoff [4]. Hoeffding’s inequality was first derived by Hoeffding
in [5], where he also hinted at a generalization to the setting of martingales. This
generalization was carried out by Azuma [1], giving rise to the Azuma-Hoeffding
inequality. The excellent survey [7] by Colin McDiarmid contains a discussion of
martingale methods and, in particular, his eponymous inequality. For a more general
perspective on measure concentration, with connections to geometry, isoperimetry,
and functional analysis, a good reference is [6].
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