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Iterative Algorithms

Most modern optimization methods are iterative: they generate a sequence of points
w0,w1, . . . in Rd in the hope that this sequences converges to a local or global
minimizer w∗ of a function f(w). A typical rule for generating such a sequence is to
start with a vector w0, chosen by an educated guess, and then for k ≥ 0, move from
step k to k + 1 by

wk+1 = wk + αkpk,

in a way that ensures that f(wk+1) ≤ f(wk). The parameter αk is called the step
length (or learning rate in machine learning), while pk is the search direction. The
are many ways in which the direction pk and the step length αk can be chosen. If we
take

pk = −∇f(wk), (16.1)

then we take a step in the direction of steepest descent and the resulting method
is (unsurprisingly) called gradient descent. If there is second-order information
available, then we can take steps of the form

pk = −∇2f(wk)
−1∇f(wk). (16.2)

The resulting method is called Newton’s Method. If applicable, Newton’s method
converges faster to a solution, but the computation at each step is more expensive.

Gradient descent

In the method of gradient descent, the search direction is chosen as

pk = −∇f(wk).

To see why this makes sense, let p be a direction and consider the Taylor expansion

f(wk + αp) = f(wk) + αp>∇f(wk) +O(α2).
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Considering this as a function of α, the rate of change in direction p at wk is the
derivative of this function at α = 0,

df(wk + αp)

dα
|α=0 = p>∇f(wk),

also known as the directional derivative of f at wk in the direction p. This formula
indicates that the rate of change is negative, and we have a descent direction, if
p>∇f(wk) < 0.

The Cauchy-Schwarz inequality gives the bounds

−‖p‖2‖∇f(wk)‖2 ≤ p>∇f(wk) ≤ ‖p‖2‖∇f(wk)‖2.

We see that the rate of change is the smallest when the first inequality is an equality,
which happens if

p = −α∇f(wk)

for some α > 0.
For a visual interpretation of what it means to be a descent direction, note that

the angle θ between a vector p and the gradient ∇f(w) at a point w is given by (see
Preliminaries, Page 9)

p>∇f(w) = ‖p‖2‖∇f(w)‖2 cos(θ).

This is negative if the vector p forms and angle greater than π/2 with the gradient.
Recall that the gradient points in the direction of steepest ascent, and is orthogonal to
the level sets. If you are standing on the slope of a mountain, walking along the level
set lines will not change your elevation, the gradient points to the steepest upward
direction, and the negative gradient to the steepest descent.

Figure 16.1: A descent direction

Any multiple α∇f(wk) points in the direction of steepest descent, but we have
to choose a sensible parameter α to ensure that we make sufficient progress, but at
the same time don’t overshoot. Ideally, we would choose the value αk that minimizes
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f(wk − αk∇f(wk)). While finding such a minimizer is in general not easy (see
Section Lecture 4 for alternatives), for quadratic functions in can be given in closed
form.

Linear least squares

Consider a function of the form

f(w) =
1

2
‖Aw − b‖22.

The Hessian is symmetric and positive semidefinite, with the gradient given by

∇f(w) = A>(Aw − b).

The method of gradient descent proceeds as

wk+1 = wk − αkA>(Awk − b).

To find the best αk, we compute the minimum of the function

α 7→ ϕ(α) = f(wk − αA>(Awk − b)). (16.3)

If we set rk := A>(b−Awk) = −∇f(wk) and compute the minimum of (16.3) by
setting the derivative to zero,

ϕ′(α) =
d

dα
f(wk + αrk) = ∇f(wk + αrk)

>rk

= A>(A(wk + αrk)− b)>rk

= A>(Awk − b)>rk + α2A>Ar>k rk

= −r>k rk + αr>k A
>Ark = 0,

we get the step length

αk =
r>k rk

r>k A
>Ark

=
‖rk‖22
‖Ark‖22

.

Note also that when we have rk and αk, we can compute the next rk as

rk+1 = A>(b−Awk+1)

= A>(b−A(wk + αkrk))

= A>(b−Awk − αkArk) = rk − αkA>Ark.

The gradient descent algorithm for the linear least squares problem proceeds by first
computing r0 = A>(b−Aw0), and then at each step

αk =
r>k rk

r>k A
>Ark

wk+1 = wk + αkrk

rk+1 = rk − αkA>Ark.
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Does this work? How do we know when to stop? It is worth noting that the residual
satisfies r = 0 if and only if w is a stationary point, in our case, a minimizer. One
criteria for stopping could then be to check whether ‖rk‖2 ≤ ε for some given
tolerance ε > 0. One potential problem with this criterion is that the function can
become flat long before reaching a minimum, so an alternative stopping method
would be to stop when the difference between two successive points, ‖wk+1 −wk‖2,
becomes smaller than some ε > 0.

Example 16.1. We plot the trajectory of gradient descent with the data

Figure 16.2: Trajectory of gradient descent

A =

2 0
1 3
0 1

 , b =

 1
−1
0

 .

As can be seen from the plot, we always move in the direction orthogonal to a
level set, and stop at a point where we are tangent to a level set.

Step length selection

While for a quadratic function of the form ‖Aw − b‖2 it was possible to find a step
length αk by minimizing the function in the direction of steepest descent, in general
this may not be possible or even desirable. The step length is often called the learning
rate in machine learning. A good step length

• is not too small (so that the algorithm does not take too long);

• is not too large (we might end up at a point with larger function value);

• is easy to compute.

There are conditions (such as the Armijo-Goldstein or the Wolfe conditions) that
ensure a sufficient decrease at each step. Another common approach is backtracking:
in this method one uses a high initial value of α (for example, α = 1), and then
decreases it until the sufficient descent condition is satisfied.
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Convergence of iterative methods

A sequence of vectors {wk}k∈N0 ⊂ Rd converges to w∗ with respect to a norm ‖·‖ as
k →∞, written wk → w, if the sequence of numbers ‖wk −w∗‖ converges to zero.
Iterative algorithms will typically not find the exact solution to a problem like (??).
In fact, computers are not capable of telling very small numbers (say, 2−53 in double
precision arithmetic) from 0, so finding a numerically exact solution is in general not
possible. In addition, in machine learning, high accuracy is not necessary or even
desirable due to the unavoidable statistical error.

Definition 16.2. Assume that a sequence of vectors {wk}k∈N0 converges to w∗. Then
the sequence is said to converge

(a) linearly (or Q-linear, Q for Quotient), if there exist an r ∈ (0, 1) such that for
sufficiently large k,

‖wk+1 −w∗‖ ≤ r‖wk −w∗‖.

(b) superlinearly, if

lim
k→∞

‖wk+1 −w∗‖
‖wk −w∗‖

= 0,

(c) with order p, if there exists a constant M > 0, such that for sufficiently large k,

‖wk+1 −w∗‖ ≤M‖wk −w∗‖p.

The case p = 2 is called quadratic convergence.

These definitions depend on the choice of a norm, but any two norms on Rd are
equivalent, convergence with respect to one norm implies convergence with respect
to any other norm. Note that the definitions above start with the assumption that the
sequence {wk} converges to w∗. Therefore, for sufficiently large k, ‖wk −w∗‖ < 1
and if {wk} converges with order of convergence p > 1, then

‖wk+1 −w∗‖
‖wk −w∗‖p−1

≤M‖wk −w∗‖ < M.

This shows that convergence of order p implies convergence of any lower order and
also superlinear convergence.

Example 16.3. Consider the sequence of numbers xk = 1/2r
k

for some r > 1.
Clearly, xk → x∗ = 0 as k →∞. Moreover,

xk+1 =
1

2rk+1 =
1

2rkr
=

(
1

2rk

)r
= xrk,

which shows that the sequence has rate of convergence r.
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Convergence of gradient descent for least squares

Throughout this section, ‖·‖ refers to the 2-norm. We study the convergence of
gradient descent for the least squares problem

minimize f(w) =
1

2
‖Aw − b‖2, (16.4)

where A ∈ Rm×n with m ≥ n is a matrix of full rank. The function f(w) is convex,
since it is a quadratic function with positive semi-definite Hessian ATA. Gradient
descent produces a sequence of vectors by the rule

wk+1 = wk + αkrk,

where the step length αk and the residual rk are given by

αk =
‖rk‖2

‖Ark‖2
, rk = A>(b−Awk) = −∇f(wk).

At the minimizer w∗, the residual is r = −∇f(w∗) = 0 and if the sequence wk

converges to w∗, the norms of the residuals converge to 0. Conversely, the residual is
related to the difference wk −w∗ by

rk = A>(b−Awk) = A>(b−Awk − (b−Aw∗)) = A>A(xk −w∗). (16.5)

Therefore
‖wk −w∗‖ = ‖(A>A)−1rk‖ ≤ ‖(A>A)−1‖‖rk‖,

where ‖B‖ = maxw 6=0 ‖Bw‖/‖w‖ is the operator norm of a matrix B with respect
to the 2-norm. Consequently, if the sequence ‖rk‖ converges to zero, so does the
sequence ‖wk −w∗‖. A reasonable criterion to stop the algorithm is therefore when
the residual norm ‖rk‖ is smaller than a predefined tolerance ε > 0.

The following theorem (whose proof we omit) shows that the gradient descent
method for linear least squares converges linearly with respect to the A norm. The
statement involves the condition number of A1. This quantity is defined as

κ(A) = ‖A‖ · ‖A†‖,

where A† is the pseudoinverse of A. If A ∈ Rm×n with m ≥ n and linearly
independent columns, it is defined as A† = (A>A)−1A>. The condition number is
always greater than or equal to one.

Theorem 16.4. The error in the k + 1-th iterate is bounded by

‖wk+1 −w∗‖ ≤
(
κ2(A)− 1

κ2(A) + 1

)
‖wk −w∗‖.

In particular, the gradient descent algorithm converges linearly. We can deduce
Theorem 16.4 as a special case of a more general convergence result from convex
function satisfying certain smoothness assumptions.

1The concept of condition number, introduced by Alan Turing while in Manchester, is one of
the most important ideas in numerical analysis, as it is indispensable in studying the performance of
numerical algorithms.
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Notes

The precise definitions of rates of convergence may vary, but for all practical pur-
poses they are equivalent. Our definitions are based on [4]. A well-known class of
iterative methods in optimization are interior-point methods. Iterative methods have
traditionally been studied in the context of solving equations. In fact, gradient descent
methods aim to solve the system of equations ∇f(w) = 0. Newton’s method for
solving certain polynomial equations goes back to Isaac Newton. The first use of an
iterative method for solving a system of linear equations is attributed to Gauss, who
outlined a method for solving 4× 4 systems in a letter to a student. Iterative methods
gained increased attention with the advent of computers and floating-point arithmetic,
and a milestone in the the development of iterative methods is the conjugate gradient
method by Hestenes and Stiefel [3]. For a historical overview of iterative methods
for solving systems of linear equations, see [5]. The analysis of Newton’s method,
which makes use of second-order information, is more complicated. Newton’s method
converges quadratically when starting sufficiently close to a minimizer (or root of
a function, if used for solving equations). The convergence behaviour of Newton’s
method for root-finding over the complex numbers has lead to the discovery of some
interesting phenomena, as shown in Figure 16.3.

Figure 16.3: Basins of attraction of Newton’s method for solving x5 − 1 = 0.
Each colour represents the region in which a starting point leads to a sequence of
iterates that converges to one of the five complex roots. Image rights: GPL,https:
//commons.wikimedia.org/w/index.php?curid=644886

A generalization of Newton’s method to systems of non-linear equations forms
the basis of homotopy methods, and their analysis in terms of condition numbers has

GPL, https://commons.wikimedia.org/w/index.php?curid=644886
GPL, https://commons.wikimedia.org/w/index.php?curid=644886
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