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Basic hyperbolic geometry
Hyperbolic geometry is the geometry of constant negative curvature. A
hyperbolic surface is everywhere saddle shaped, as opposed to inwardly
curving like a sphere. Note how the sides of a triangle on such a surface
curve inwards.
Hyperbolic space ℍ can be represented by various models. In
.
2 dimensions, we will largely use the Poincaré disk model
2
The metric is | dz | /2(1 − | z | ) which makes identical objects
appear exponentially smaller as they approach the boundary.
Geodesics (‘straight lines’) are circular arcs perpendicular
to the boundary circle, which is at in nite distance from
the centre. Both the circumference and the area of a ball of
R
radius R grow as e .
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In this tessellation, the basic gure is an ‘ideal’
quadrilateral, meaning all its vertices are on the ‘boundary
at in nity’. Every the other tile is an image of the central
one under some hyperbolic isometry.

Hyperbolic geometry, data science and trees
What does hyperbolic geometry have to do with data science?
Often data has a hierarchical nature. For example, cataloguing plants or animals, phylogenetic
trees, organisation charts, social networks.
The simplest hierarchy is represented schematically by a tree. Owing to the
exponential expansion of space, hyperbolic space ℍ is ideally suited to
representing trees.
Visualisation of a social network.

The dual of the tessellation by ideal
quadrilaterals in the previous slide is a
tree. Note the exponential growth of
the number of tiles.

The rst suggestion that hyperbolic geometry might be used to represent hierarchical data structures seems
to have emerged at the Geometry Center in Minneapolis. The idea was mentioned in print in an article by
Charlie Gunn in 1992. Inspired and guided by Bill Thurston, Charlie was the creator of astounding pictures of
3
ying around inside ℍ .
Subsequent developments showed that connections between data, large networks and hyperbolic geometry
are much more profound. We will trace the development of some of the main ideas.

1. Visualisation (1992 ⟶ )
2. Networks (1998 ⟶)
3. Embeddings (2017 ⟶)
4. Further directions and applications (2019 ⟶)
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Part of a tiling of hyperbolic 3-space viewed om the
‘inside’ , created by Charlie Gunn at the Geometry Center.
fi
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Plan of talk

I. Visualising hierarchical data: Embedding trees
If you try to embed a tree in Euclidean space, the branches/twigs
rapidly become smaller and more crowded.
By contrast, the rules of hyperbolic geometry make it easy to embed trees.
To draw an in nite daisy chain with equal length petals is
impossible in Euclidean space without collisions, but, provided the
centres of the daisies are reasonably far apart (depending on the
number of petals), it can be tted nicely into the hyperbolic plane.
In ℍ , provided the
yel low centres are
reasonably far apart,
the ‘petals’ L1 , L2 do
not meet.
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In , some petals are bound to collide unless
they get in nitesimally short.

Creating layouts
In the 1990s, several people made programs to embed data into hyperbolic space using this feature.
The software allows one to discover an e cient layout from the hierarchical structure in a directory,
website or other data. The software is interactive so one can change viewpoint in hyperbolic space.

Directory layout by Tamara Munzner 1997. This picture is in the hyperbolic 3
3
-ba
. Tamara also started her career at the Geometry Center.
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Organisational structure at Xerox.
Lamping & Rao 1994.

II. Networks
A network is a collection of vertices (nodes), linked by edges. A tree is a simple example in which
there are no paths which begin and end at the same vertex. Other examples are the airport network
(connect two airports if there is a direct ight between them), social networks, or the internet.
The idea of using hyperbolic geometry in connection with complex networks seems to have emerged in the
early 2000s, for example by electrical engineers Jonckheere and Lohsoonthorn (2002).
We will discuss three areas where hyperbolic geometry has been used to study networks: (a) greedy
forwarding and stretch; (b) negative curvature and congestion; and (c) scale free models.

(a) Greedy Forwarding

B

Of great importance in a large network are ‘routing protocols’ — the method by which
a node decides on how to send a message from one part of the graph to another.
Greedy forwarding is the protocol by which a node sends the message to the
neighbour which is ‘closest’ to the nal destination.
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Greedy forwarding can get stuck when there is a node nearer to the destination
than all its neighbours. Also, what should we do when the geographic coordinates
are unknown or even meaningless or inappropriate for the problem?

A

Greedy forwarding in hyperbolic space
In the early 2000s, it was suggested that one might address the problems of greedy forwarding by
embedding a network (graph) into some metric space X and perform greedy forwarding in X .
De nition: A greedy embedding of a graph G into a metric space X is a map f : V(G) → X so that for each
pair of vertices s, t there is a vertex u adjacent to s with d( f(u), f(t)) < d( f(s), f(t)).
Theorem: (Papadimitiou & Ratajczak 2005) There are graphs which do not admit any greedy embedding
into 2. (They can be embedded into d where d = O(log N), N being the number of nodes. )
2

Theorem: (R. Kleinberg 2007) Every nite connected graph has a greedy embedding into ℍ .
Step 1. Compute a spanning tree for the network.
There are many algorithms to do this.
Step 2. Let d be the maximum degree of a vertex. Embed a d -regular
tree into ℍ2. We already saw this when d = 4.
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Step 3. Verify this embedding extends to a greedy
embedding of the original graph.

Graphs with 50 nodes and random edges were embedded in ℍ2 . A certain
percentage of nodes were then removed (failed). The gure shows that the stretch
for a high proportion of paths is near 1 , almost independently of the proportion
of failed nodes.
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Sarkar (2011) introduced an embedding of a weighted tree with zero distortion along
the edges of the tree and only (1 + ϵ) distortion for non-neighbours. This had been used
by Sonathalia and Gilbert (2020) to produce a very fast embedding of general graphs.

Cvetkovski & Crove a 2009.

Cvetkovski & Crovella (2009) gave a more sophisticated
algorithm allowing for new nodes to be formed or removed. A
2
great advantage of embedding into ℍ is that the stretch factor
(the ratio of the hop length of the path to the shortest path in
2
the graph) is near 1, not the case for embeddings into .

(b) Emergence of negative curvature
Another issue about the behaviour of large real-world networks is the problem of congestion — often a large
number of paths seem to pass through a very small number of nodes. Around 2007-9, the idea emerged that
this might be caused by the negative curvature of the network.
What do we mean by negative curvature of a network?
Gromov δ− hyperbolic spaces. These are metric spaces which
capture most of the main large-scale features of true
hyperbolic space ℍ .
De nition: A δ− hyperbolic space is a metric space in which a triangles are
‘thin’. One way to formulate this is to say that the minimum perimeter of an
inscribed triangle is uniformly bounded above by some xed δ ≥ 0.
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Being δ-hyperbolic is a key signature of negative curvature — but note the
de nition only really makes sense for in nite graphs.

A thin triangle. Because Euclidean
triangles can be scaled to be arbitrarily
large, is not δ-hyperbolic for any δ.

Experiment…..
By adapting Gromov’s de nition of a δ -hyperbolic space to give a heuristic de nition of negative
curvature for large but nite network, Narayan and Saniee (2009) showed experimentally that the
Internet looks rather as if it is negatively curved.
2

2

Working with geometric grids in and ℍ , they veri ed numerically that the load (average tra c) through
a small region near the centre is O(N 2) in ℍ2 , as opposed to O(N 1.5) in 2 , where N > > 0 is the size of the
network.
They then demonstrated experimentally using actual data (the Rocketfuel database) that the Internet
exhibits negative curvature, while various other synthetic network models do not.
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“The discovery that the Internet has negative curvature in Gromov’s sense is groundbreaking, since the
majority of previous research that studied embedding of the Internet graph used embedding into Euclidean
spaces.’’ C-C. Ni, Y-Y. Lin et al, 2015

…… and theory
In 2007 Francis Bonahon, a well-known hyperbolic geometer, together with Jonckheere and Lohsoonthorn,
rigorously adapted the de nition of a Gromov hyperbolic space to apply to large nite graphs, so-called scaled
GHG. The idea is that negative curvature can be detected in terms of the ratio δ(Δ)/diam(Δ) where diam(Δ)
is maximum side length of a triangle Δ.
δ(Δ)
δ(Δ)
3
sup
< sup
=
2
Δ⊂ℍ2,diamΔ>R diam Δ
Δ⊂ 2 diam Δ

Theorem:

where the sup on the left is over all triangles with diameter bounded below by some xed R > 0.
ℍ2 on the left side can be replaced by any manifold M 2 of constant curvature κ < 0.

BJ&L (2011) went on to explore the phenomenon of congestion in a scaled GHG.
n
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Suppose that B is a large ball of radius R contained in n -dimensional hyperbolic space ℍ . They showed
rigorously that the maximum load (average length of paths) through a small ball V near the centre is
n
n
2
1+1/n
O(N ) in ℍ but as O(N
) in , where N is the size of the network. This agrees with the experimental
results of Narayan and Saniee where n = 2.

(c) Scale-free networks
We come to the last property of large networks which we discuss in terms of hyperbolic geometry.
In a random graph, the number of edges meeting a given node (the node degree) is a Gaussian bell
shaped curve. But in many networks this is better approximated by a power law - the number of
−γ
nodes of degree k is approximately proportional to k for some γ , usually between 2 and 3. Such
graphs are often called scale- ee.

fr

Barabasi and Albert (1999) proposed a simple
mechanism whereby a scale-free law could emerge:
the network grows by the addition of new vertices
which attach preferentially to vertices already
having high degree.

A hyperbolic scale-free model
Around 2010, a group of physicists and computer scientists (Boguña, Krioukov, Papadopoulos, Vahdat
et al) proposed a more elaborate probabilistic scale free model which re ected many real world
properties. This has been used in particular to model the internet.
Points are placed in a hyperbolic ball of large radius R with radial coordinate r distributed proportionally to
e αr. Nodes at hyperbolic distance d apart are joined with probability
p(d) = 1/ (1 + e

d−R
2T

).

This means that points with d ≪ R are signi cantly more likely to be joined than those with d ≫ R.
They showed that this model produces a scale- ee network — the probability of a node having degree k is
−γ
proportional to k — with strong clustering — if a is a neighbour of b and c then with high probability, b and c
are also neighbours. The parameters α, T can be adjusted to tune the model to desired values of γ and the
average degree of nodes.
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Actual data is tted to the model using maximum likelihood techniques to
maximises the probability that the data arose from that particular model.

nd the embedding which

This approach met with particular success applied
to the Internet. This was the rst real network to
be meaningfully mapped into hyperbolic space.
More recently, various of the authors have applied
their model to many other situations.

fi

Comparison of actual connections
between nodes compared to those
predicted by model. x = hyp. distance.

Boguña, Papadopoulos & Krioukov. Nature, 2010

The model performs well on the internet

In the inferred embedding, angular coordinates of nodes
in similar countries are close.

III. Embeddings
Given a set of entities V = {vi} — which could be cities, individuals, nodes in a circuit, words— we want
to nd an embedding of Θ : V → M of V into some manifold M in such a way that the arrangement of
points Θ(V ) re ects in some way certain relationships — ‘proximity’, ‘similarity’, ‘entailment’ — between
elements of V.
A commonly used method is to use stochastic gradient descent to optimise some ‘cost function’ which re ects
the relationships between the objects. Classically this was done with M = ℝd but in Bonnabel (2013)
showed how to do it with M any Riemannian manifold.
Nickel and Kiela (2017) were the rst to apply the method with M = ℍd and a concrete data set.
First recall gradient descent. Given f : M → ℝ we want to nd a minimum of f . At a point x ∈ M , f has
maximal increase in the direction of ∇f, so to decrease f we should move in direction − ∇f, where ∇ is the
Riemannian gradient. Thus from any starting point x0 we move by steps xi+1 = xi − ηi ∇f |xi where ηi > 0 is
a small step size determined by the nature of the problem. Under reasonable hypotheses this will converge
to the required minimum.
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In stochastic gradient descent, f is approximated by a function obtained from a random sample of the
data which changes at each successive step.

Nickel and Kiela’s example
The data set V consists of 82115 nouns in the WORDNET database. The relationship is that of
hypernymy. Two words are synonyms if they mean the same. A word W1 is a hypernym of W2 , written
W1 > W2 , if the meaning of W1 includes (entails) that of W2 . For example, vertebrate > mammal and
butter y >cabbage white. There were 743241 hypernymy relations in V.
The aim is to embed V into either ℝd or ℍd in such a way that related words are close, while unrelated
words are further apart. The experiment was done with varying values of d and compared results.
We rst set up a suitable function to optimise. For each vertex vi de ne (i) = {vk : vi ≯ vk} ∪ vi to be the
set of vk unrelated to vi. Then, given an embedding Θ with θi = Θ(vi) and a related pair vi > vj, set

Li,j(Θ) = e

−d(θi,θj)

/∑

e

−d(θi,θk)

(i)

Thus Li,j is large when the distance d(θi, θj) to the related point vj is small and the distances d(θi, θk) of
unrelated points vk are large.
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The hope is that by nding an embedding which (approximately) maximises the average of Li,j over all related pairs,
we can nd an embedding Θ for which related words are close and unrelated ones are not.

Denote the embedding V → M in time t by with θit = Θt(vi) . To start, pick a random embedding Θ0 of V
into a very small neighbourhood in M.
Instead of trying to nd the embedding which maximises the average of Li,j(Θ) over all hypernymy relations
vi > vj , at each step of the process we take a random pair vi > vj together with a random selection of (say) 10
other unrelated points in (i), giving a modi ed function L*
(Θ)
.
i,j
We then update θit by the formula
t+1
θi

=

t

t
θi

+ ηt ∇L*
i,j

Θt(V)
t

where Θ (V ) denotes the current position of all the coordinates at the moment in question and η > 0 is a
learning rate adapted to the problem.
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The hope is that this process converges to an embedding which maximises L and hence displays the data
in the desired way.

Results

Nickel & Kiela 2017

N&K compared the performance of various embeddings into ℝm and ℍm for di erent dimensions m using measures
(Rank and MAP) of how close related objects are relative to unrelated ones. For example, for each pair vi > vj, Rank
calculates the position of θj among the points θk ∈ (i) ordered by increasing distance from θi, then averages over all
pairs. Embeddings into ℍm performed vastly better that those into ℝm . For example, the embedding into ℍ5 had a
Rank score of 4.9, compared to 3542 for ℝ5. Even the embedding into ℝ200 had Rank score 1157.
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Running the algorithm
on ‘mammals’ subset
of database with an
embedding into ℍ2.

Improvements to Nickel and Kiela
Subsequent to the Nickel - Kiela paper there have been many improvements and uses. For example:

Ganea, Bécigneul & Ho man 2018

Nickel & Kiela 2018

∙ Entailment cones - a method of using the ‘cone
structures’ in hyperbolic space to better represent
‘entailment’. Ganea et al (2018).

ff

∙ Use of Lorentz model of hyperbolic space and improved
discussion of ‘similarities’ between objects. (Nickel & Kiela 2018)

IV. Further directions and applications
∙ Alternative and improved methods of nding embeddings. (Sala et al
2018; Sonthalia & Gilbert, 2020, etc)
∙ Combinations of multiple methods. (Garcia-Pérez et al 2019, etc)
∙ Detecting curvature - Persistent homology and other methods.
(Zhou & Sharpe 2021, etc)

fi

∙ Neural networks (Chamberlain et al, 2017; Peng et al 2021)

Applications
∙ Human proximity networks. (Rodriguez-Flores & Papadopoulos 2019, 2020)
∙ Smell perception. (Zhou, Smith & Sharpe 2018); Gene expression.
(Zhou & Sharpe 2021)

∙ Cell developmental processes (Klimonovskaia et al 2020)

∙ Computer vision. (Khrulkov et al. 2020)

∙ Text and language processing. (Dai et al. 2020 (and many others))

Hyperbolic neural networks

Neural networks (ANNs) are the basis of ‘deep learning’
algorithms. They depend fundamentally on linear algebra in
Euclidean space.

To extend to hyperbolic space, we need to understand how to perform linear algebra operations in ℍ. The rst
paper I know of tackling this is by Chamberlain et al, 2017. A survey of methods and applications by Peng et al
in December 2021 cites at least 50 sources using advanced machine learning methods in ℍ.
……Hyperbolic deep neural networks have a great potential in both academia and industry… In academia, negatively
curved spaces have already gained much attention for embedding and representing relationships between objects that are
organized hierarchica y. In industry, there are already recommender systems based on hyperbolic models, which are scaled
to mi ions of users…..

fi
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Hyperbolic Deep Neural Networks: A Survey. IEEE Trans. Pattern Anal. Mach. Inte . December 2021
Wei Peng, Tuomas Varanka, Abdelrahman Mostafa, Henglin Shi, and Guoying Zhao

Thank you!

Summary of advanced machine learning methods in hyperbolic space.
G = type of geometry.
= Lorenz model
= Poincare disk model
= Klein model

From:
Hyperbolic Deep Neural
Networks: A Survey
IEEE Trans Pattern Anal. Machine
Inte . Dec. 2021
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W. Pe n g, T. Va ra n k a, A .
Mostafa, H. Shi, and G. Zhao

Visualisation

Selected references

C. Gunn. Visualising hyperbolic geometry. Computer graphics and mathematics, Springer 1992.
J. Lamping, R. Rao. Laying out and visualising large trees using a hyperbolic space. Proc. of UIST 1994..
T. Munzner. H3: Laying Out Large Directed Graphs in 3D Hyperbolic Space. Proce IEEE Symposium on Information
Visualization,1997.

Networks
A-L. Barabási, R. Albert. Emergence of scaling in Random Networks. Science 1999.
R. Kleinberg. Geographic routing using hyperbolic space. 26th IEEE Internation Conference on Computer Communications. IEEE,
2007.
R. Sarkar. Low distortion of Delauney embedding of trees in the hyperbolic plane. Proc. Int. Symp .on Graph Drawing. 2011.
O. Narayan, I. Saniee. The large scale curvature of networks. Phys. Rev E. 2011.
E. Jonckheere, P. Lohsoonthorn, F. Bonahon. Scaled Gromov hyperbolic graphs. J. Graph theory 2007.
E. Jonckheere, M. Lou, F. Bonahon. Euclidean versus hyperbolic congestion in idealised versus experimental networks. Internet Math
2011.

Similarity-Popularity model
M. Boguña, F. Papadopoulos, D Krioukov. Sustaining the internet with hyperbolic mapping. Nature Communications 2010.
F. Papadopoulos, M. Kitsak, M.Serrano, M. Boguña, D. Krioukov. Popularity versus similarity in growing networks. Nature 2012.

Embeddings
S. Bonnabel. Stochastic gradient descent on Riemannian manifold. IEEE Trans. Automat. Contr. 2013.
M. Nickel and D. Kiela. Poincaré embeddings for learning hierarchical representations. Advances in Neural Information Processing
Systems 2017.
O-E Ganea, G. Becigneul, T. Hofmann. Hyperbolic entailments cones for Learning Hyperbolic Embeddings. Proc Int Conf on Machine
learning, Sweden 2018.

Further improvements
C-C. Ni, Y-Y. Lin, J. Gao, X. Gu, E. Saucan. Ricci curvature of the Internet topology. INFOCOM ’15. 2015.
G. Garcia -Pérez, A. A ard, A Serrano, M. Boguña. Mercator: uncovering faithful hyperbolic embedding of complex network. New J. Physics 2019.
T. You, C. De Sa. Numerica y Accurate Hyperbolic embeddings using tiling based models. NeurIPS. 2019

ll

ll

R. Sonthalia, A. Gilbert. Tree! I am not tree! I am a low dimensional hyperbolic embedding. NeurIPS. 2020.

Neural networks
B. Chamberlain, J. Clough, M. Deisenroth. Neural embeddings of graphs in hyperbolic space. Proc Intl. Workshop on Mining and
Learning with Graphs. 2017
O-E Ganea, G. Becigneul, T. Hofmann. Hyperbolic Neural Networks. Neural IPS 2018.
W.Peng, T. Varanka, A. Mostafa, H. Shi, G. Zhao. Hyperbolic Deep Neural Networks: A Survey. IEEE Trans Pattern Anal. Machine
Inte . Dec. 2021

Applications
P. Chossat, O. Faugeras. Hyperbolic platforms in relation to visual edges and textures perception,. PLOS Computational Biology 2009.
Y. Zhou, B. Smith, T. Sharpe. Hyperbolic geometry of the olfactory space. Science Advances 2018.
M. Rodriguez-Flores, F. Papadopoulos. Hyperbolic mapping of human proximity networks. Scienti c Reports 2020.

fi

ll

Y. Zhou, T. Sharpe. Hyperbolic geometry of gene expression. iScience 2021.

